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[bookmark: _Toc192789914]AI-Powered Data Pipeline for E-commerce Warehouse Demand Forecasting
[bookmark: _Toc192929558][bookmark: _Toc192944781]Implementation Steps
Data Ingestion Using Terraform and Python
Data Processing Using AWS Glue & Lambda
Machine Learning with Amazon SageMaker (for demand forecasting)
Model Integration & Optimisation 
Deployment & Scaling
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[bookmark: _Toc192944782]Step 3: Machine Learning with Amazon SageMaker
[bookmark: _Toc192944783]Objective:

· Prepare and structure data for machine learning.
· Train a demand forecasting model using Amazon SageMaker.
· Deploy the model and generate predictions for warehouse stock optimisation.

[bookmark: _Toc192944784]Verify Processed Data Availability

1. Confirm all the processed data is still available in S3
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2. Preview the sample
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[bookmark: _Toc192944785]Create an Amazon SageMaker Notebook Instance
Go to the AWS SageMaker Console → Notebook Instances → Click Create notebook instance →  Enter Notebook Name → Choose an IAM Role: Select “Create a new role” and grant access to you ingestion bucket – choose desired instance type ( ml.t3.medium (or ml.m5.large for larger datasets) → create notebook instance.
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[bookmark: _Toc192944786]Load & Explore Data in SageMaker
1. Open a Jupiter notebook and create a new python notebook
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2. Install all the necessary libraries
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AI-generated content may be incorrect.]
3. [bookmark: _Toc192944787]Load the processed data from S3
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4. [bookmark: _Toc192944788]Visualise basic statistics
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AI-generated content may be incorrect.]
[bookmark: _Toc192944789]Prepare Data for Model Training
1. [bookmark: _Toc192944790]Convert timestamp to determine and create new features
[image: A screen shot of a computer code
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2. [bookmark: _Toc192944791]Select features and target variable
[image: A white background with red text
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3. [bookmark: _Toc192944792]Save the prepared dataset as CSV for SageMaker
[image: A white card with red and yellow text
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4. [bookmark: _Toc192944793]Checked the dataset was successfully written to S3
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[bookmark: _Toc192944794]Train a Demand Forecasting Model in SageMaker

1. [bookmark: _Toc192944795]Set up and SageMaker session
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2. Choose an ML algorithm: The following script sets up the training job and chooses XGBoost, a powerful model for forecasting.
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[bookmark: _Toc192944796]Deploy the Model as an Endpoint
1. Deploy the trained model
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2. Test the deployed model
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[bookmark: _Toc192944797]Automate predictions using lambda

1. Create a new AWS Lambda Function
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2. Attach necessary IAM permissions
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3. Add the Lambda Function code
[image: A screenshot of a computer program
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4. Test the Lambda Function via the AWS console by creating a test event
[image: A screenshot of a computer

AI-generated content may be incorrect.]

[bookmark: _Toc192929704][bookmark: _Toc192944798]Issues Encountered
Problem 1: Processed Data Not Accessible from SageMaker.  When attempting to load the processed dataset from Amazon S3, SageMaker could not access the data, causing a permissions error.
Resolution 1:  Updated IAM role policies to explicitly grant SageMaker permissions to read from the S3 bucket and verified S3 bucket policies to ensure they allowed access from SageMaker’s execution role.
Problem 2: SageMaker Training Job Failing Due to Instance Type Limits.  The initially chosen instance type (ml.t3.medium) ran out of memory when training the demand forecasting model.
Resolution 2: Upgraded to a larger instance type (ml.m5.large) for better performance and used Amazon SageMaker Spot Instances to reduce costs while using a more powerful instance.
Problem 3: Model Deployment Endpoint Timing Out.  The deployed SageMaker endpoint was timing out when making inference requests.
Resolution 3: Adjusted endpoint configurations to allow higher request timeouts, optimised the model by reducing payload size for faster response times and tested with sample requests using the AWS SDK (Boto3) before integrating with the application.
Problem 4:  Lambda Function Could Not Invoke SageMaker Endpoint.  AWS Lambda was unable to invoke the SageMaker endpoint due to missing permissions.
Resolution 4: Updated IAM permissions to allow Lambda to invoke the SageMaker runtime endpoint and verified the Lambda function by testing with a manually created test event in the AWS Console.
[bookmark: _Toc192929570][bookmark: _Toc192944799]Summary of Key Deliverables
1. IAM Role Management: Ensuring proper permissions for SageMaker to access S3, Lambda, and endpoint invocations.
2. Data Preprocessing: Addressing formatting issues before passing data into the ML model.
3. Resource Optimisation: Using larger instance types & Spot Instances for training efficiency.
4. SageMaker Endpoint Optimisation: Fixing timeout issues by tuning request limits & payload sizes.
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inport pandas as pd
inport boto3
import s3fs

s3_bucket = "ecommerce-warehouse-ingestion”
data_key = "processed-data/run-1740786469725-part-r-00060" _
3_path = £"s3://{s3_bucket}/{data_key}"

df = pd.read_json(s3_path, lines=True)

df .head()

warehouse id product id sales inventory timestamp partition 0 partition 1 partition 2 partition 3 ~partition 4
0 WHoo2 PS4zl 11 236 202502-26 04:22:18+00:00  sales-data 2025 2 2 4
1 WHoo2  PlaMs 9 913 2025-02-26 04:22:23+00:00  sales-data 2025 2 2 4
2 WHOOT  P6TE%0 16 159 2025-02-26 042228+00:00  sales-data 2025 2 2 4
3 WHo02  PeTE0 4 289 202502-26 04:22:33+00:00  sales-data 2025 2 2 4
4 WHOO!  Plas 14 699 2025-02-26 04:22:38+00:00  sales-data 2025 2 2 4
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import matplotlib.pyplot as plt

df .groupby (' product_id")[ 'sales'].sum().plot(kind="bar")
plt.title("Total Sales per Product")
plt.xlabel("Product ID")

plt.ylabel("Sales")

plt.shou()

Total Sales per Product

250 4

2001
150

100 -

50 -
0

Sales

P12345
P54321
P67890

Product ID




image9.png
df["timestamp'] = pd.to_datetime(df["timestamp'])
df["day_of_week'] = df["timestamp'].dt.dayofueck
df["month’] = df["timestamp’].dt.month
df["year'] = df["timestamp’].dt.year
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features = ['warehouse_id’, 'product_id’, 'day_of week’, 'month’, 'year', 'inventory']
target = 'sales’

df_ml = df[features + [target]]
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train path = "s3://ecomnerce-warehouse-ingestion/ml-data/train.csv”
df_ml.to_csv(train_path, index=False)
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taus 53 1s s3://ecomerce-warehouse-ingestion/ml-data/ --recursive

2025-03-03 12:41:56 1778 ml-data/train.csv
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inport sagemaker
from sagemaker import get_execution role

role = get_execution_role()
session = sagemaker.Session()

/home/ec2-user /anacondas/envs/python3/1ib/python3.10/site-packages/pydantic/_internal/_
"json” in "MonitoringDatasetFormat” shadows an attribute in parent "Base™
warnings.warn(

ields.py:192: UserWiarning: Field name

[03/63/25 12:55:47] INFO  Found credentials from IAM Role: credentials.|
BaseNotebookInstanceEc2InstanceRole
4 — >

sagemaker.config TNFO - Not applying SDK defaults from location: /etc/xdg/sagemaker/config.yanl
sagemaker.config TNFO - Not applying SDK defaults from location: /home/ec2-user/.config/sagemaker/config.yaml
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from sagemaker. inputs import TrainingInput
from sagemaker.estinator import Estimator

train_data = TrainingInput(train_path, content_type="csv")
xgb_model = Estimator(
image_uri=sagemaker. image_uris.retrieve("xghoost”, session.boto_region name, "1.5-1")
rols

instance_type="nl.n5.large",
output_path="53://ecommerce-warehouse-ingestion/model-output/",
sagemaker_session=session

xgb_model. set_hyperparameters (objective:
xgb_model. fit({"train": train_data})

eg:squarederror”, num_round=108)
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predictor = xgb_model.deploy(
initial_instance_count=1,
instance_type="nl.n5.large"

[03/63/25 13:14:53] INFO  Creating model with name: sagemaker-xgboost-2025-03-63-13-14-53-708  session.|

o —————— >

25 13:14:54] INFO  Creating endpoint-config with name session.py:5889
sagemaker-xgboost -2025-03-63-13-14-53-708
) — >

25 13:15:05] INFO  Creating endpoint with name sagemaker-xgboost-2025-03-63-13-14-53-708 session.py:4711

. e ——— >
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inport numpy as np

test_data =

p.array([[1, 1001, 2, 3, 2025, 500]]) # Example input
test_data_str = ",".join(map(str, test_data.flatten())) # Convert array to CSV_formatted string

response = predictor.predict(test_data_str, initial args={"ContentType": “text/csv"})
print("Predicted Demand:", response)

Predicted Demand: b'3.220653258312529e-16\n"
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@ lambda functiony X
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isport botos
isport json
isport. nuspy as np

Sagenaker_runtine = boto3. client("sagenaker-runtise’)

def Lambda_handler (event, context):
# Ensure correct Cs format: Convert NunPy array to 3 coma-separated string
test_data = mp.array([[1, 1901, 2, 3, 2025, 500]]) # Example input
test_data_str — *,".Join(nap(str, test_data.flatten())) # Convert array to CSV formatted

# Tnvoke sageraker endpoint

response = sagemaker_runtine. invoke_endpoint(
Endpointiane-"sagenaker-xgboost-2625-03-03-13-19-36-685", # Replace with correct endy
ContentType="text/csv’
Body=test_data_str

)

# parse and return the prediction result
prediction = responsel ‘Body" ].read() .decode()
return {

"statuscode’: 209,

*prediction’: prediction
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